Retention Heterogeneity in New York City Schools

Douglas Almond, Ajin Lee, and Amy Ellen Schwartz

Paper No. 198
November 2016
CENTER FOR POLICY RESEARCH –Fall 2016

Leonard M. Lopoo, Director
Professor of Public Administration and International Affairs (PAIA)

Associate Directors
Margaret Austin
Associate Director, Budget and Administration

John Yinger
Trustee Professor of ECON and PAIA
Associate Director, Metropolitan Studies

SENIOR RESEARCH ASSOCIATES

Badi Baltagi, ECON
Robert Bifulco, PAIA
Leonard Burman, PAIA
Thomas Dennison, PAIA
Alfonso Flores-Lagunes, ECON
Sarah Hamersma, PAIA
Madonna Harrington Meyer, SOC
William Horrace, ECON
Yilin Hou, PAIA

Jeffrey Kubik, ECON
Yoonseok Lee, ECON
Amy Lutz, SOC
Yingyi Ma, SOC
Katherine Michelmore, PAIA
Jerry Miner, ECON
Cynthia Morrow, PAIA
Jan Ondrich, ECON
David Popp, PAIA

Stuart Rosenthal, ECON
Michah Rothbart, PAIA
Rebecca Schewe, SOC
Amy Ellen Schwartz, PAIA/ECON
Perry Singleton, ECON
Michael Wasyslenko, ECON
Peter Wilcoxen, PAIA

GRADUATE ASSOCIATES

Alejandro Alfaro Aco, PAIA
Emily Cardon, PAIA
Ziqiao Chen, PAIA
Jena Daggett, PAIA
Carlos Diaz, ECON
Alex Falevich, ECON
Wancong Fu, ECON
Emily Gutierrez, PAIA
Jeehee Han, PAIA
Boqian Jiang, ECON

Hyunseok Jung, ECON
Yusun Kim, PAIA
Ling Li, ECON
Michelle Lofton, PAIA
Judson Murchie, PAIA
Brian Ohl, PAIA
Jindong Pang, ECON
Krushna Ranaware, SOC
Laura Rodriguez-Ortiz, PAIA
Fabio Rueda De Vivero, ECON

David Schwegman, PAIA
Shulin Shen, ECON
Iuliia Shybalkina, PAIA
Kelly Stevens, PAIA
Saied Toossi, PAIA
Rebecca Wang, SOC
Xirui Zhang, ECON

STAFF

Kathleen Nasto, Administrative Assistant
Candi Patterson, Computer Consultant
Mary Santy, Administrative Assistant

Laura Walsh, Administrative Assistant
Katrina Wingle, Administrative Specialist
Abstract

Performance on proficiency exams can be a key determinant of whether students are retained or "held back" in their grade. In New York City, passing the statewide proficiency exam essentially guarantees promotion, while roughly 13% of those students who fail the exam are retained. Using regression discontinuity methods, we find that female students are 25% more likely to be retained in their grade due to exam failure than boys. Hispanic students are 60% more likely and Black students 120% more likely to be retained due to exam failure (relative to White students). Poverty and previous poor performance also increase the likelihood of retention, while being young for grade or short does not. We conclude that "patterned discretion" exists in how standardized test results are utilized.

JEL No. I21, I28, J15, J16

Keywords: Grade Retention; Promotion Policy; New York City; Public School; Regression Discontinuity Design

Authors: Douglas Almond, Columbia University and NBER; Ajin Lee, Columbia University; and Amy Ellen Schwartz, Maxwell School of Syracuse University

We thank the New York City Department of Education and Office of School Wellness Programs for providing the microdata. Financial support from the National Institutes of Health, Award #5 R01 HD070739 (Schwartz) and the National Science Foundation CAREER Award #SES-0847329 is gratefully acknowledged (Almond). We are grateful to Siddhartha Aneja and Meryle Weinstein for assistance with the data.
1. Introduction

US school districts increasingly rely on standardized tests to evaluate teachers and students. Performance on "high stakes" tests can be a key determinant of whether students are retained or "held back" in their grade. Well-identified studies have found retention can be beneficial for short-term subsequent academic performance but possibly detrimental to longer-term outcomes that might be of greater importance [Jacob and Lefgren, 2004, 2009]. Reliance on such tests is controversial in the US. For example, New York State is grappling with a sharply increased opt-out rate in spring 2015 by students who declined to sit for the statewide proficiency exam [New York Times, 2015].

We depart from previous literature by considering heterogeneity in how performance on standardized tests maps into consequences for students. Despite benchmarking from a common test and cutoff score, substantial scope for discretion exists in how exam results are utilized. Failing the exam can merely "start a conversation" about retention, where more often than not the student is promoted to the next grade. The lack of deterministic link between exam performance and retention opens the door to other factors shaping the retention decision. At present, we have little sense of how non-test factors shape retention among students who scored the same.

We analyze longitudinal data on 250,000 New York City public school students scoring near the failure threshold. Passing the annual proficiency exam essentially guarantees promotion to grades 4-9, while roughly 13% of those students failing the exam are retained. Compliers in our application are those who are retained because they failed the proficiency exam. Because
there is a large population of never takers (promoted despite exam failure), the compliant sub-
population may differ from not only the overall New York City student population (obvious), but
also from the sub-population located near the threshold (less obvious). We analyze retention and
average complier characteristics [Angrist and Pischke, 2009] using regression discontinuity
methods.

We document pronounced heterogeneity in compliance along observable characteristics
of the student. Moreover, this heterogeneity departs in important ways from what we had
expected a priori. In particular, we expected compliance to be highest among the youngest
students, who were closest to the age-at-school entry cutoff. These students narrowly missed
beginning kindergarten a year later and are on average less developed academically, socially, and
physically than peers (particularly in early grades). Using administrative data on birth month,
however, we do not find that retained students tend to be young for their grade. Nor do we find
older students are more likely to be promoted after failure. Instead, we find race and gender to
be important. Hispanic students are 60% more likely and Black students 120% more likely to be
retained due to exam failure (relative to White students). Female students are 25% more likely
to be retained in their grade due to exam failure than boys. Poverty (free or reduced-price lunch
eligibility3) and poor performance on previous exams also increase the likelihood of retention.
Like age for grade, biometric measures of student height and weight do not seem to play a large

\begin{footnotesize}
\begin{enumerate}
\item See Tomchin and Impara [1992] for a description of factors affecting the probability of
retention.
\item Significant at the 1% level: see Section 5 and footnote 7.
\item Students are eligible for free lunch if their parents or guardians make less than 130% of the
poverty line and reduced lunch if their parents/guardians make less than 185% of the poverty
line.
\end{enumerate}
\end{footnotesize}
role beyond the exam score. Again, we had expected smaller-stature students might face a higher retention risk when they fail because they might "fit in" physically in their repeated grade. We also show these biometric and demographic characteristics are smooth at the threshold. Thus it is not the case that, for example, Black students have discontinuously worse characteristics just below the threshold for passing. Nor do we find any evidence of heaping near the threshold.

We discuss two classes of "explanations" for the retention heterogeneity we uncover: student-level differences and school-level differences. Regarding the former, it is not the case that the predictive power of the baseline test score is different for girls or minorities than for the rest of the student population (located near the failure threshold). Thus, we do not see evidence that, for example, girls are more likely to be retained when they fail because failure is a stronger predictor of future (poor) performance. On average, girls perform better in subsequent periods than boys with identical baseline scores. Other factors equal, this would suggest that the compliance rate among girls should be lower than for boys. Higher compliance of girls' retention with exam failure is puzzling. The unexplained gender gap is widest among Whites: failing increases a girl's retention rate to 5.9%, but when a White boy fails, only 0.9% are retained. Indeed, we cannot reject that exam failure has zero impact on retention for non-Hispanic White boys.

Turning to school-level characteristics, these are "balanced" by sex so disproportionate retention of girls who fail cannot be attributed to differential exposure to school characteristics. Race and ethnicity, in contrast, do vary with school-level characteristics. Among these school-level factors, "high retention" schools have more minority students on average. Furthermore, predominantly Black schools tend to be high compliance schools, i.e. schools where retention
rates jump more below the failure threshold. While school-level factors thus appear important to racial heterogeneity in retention, so too do within-school factors. Blacks are substantially more likely to be retained than Whites (for identical baseline scores) at predominantly non-Black schools.

The existing literature has overlooked compliance heterogeneity: we know of no published work on the subject. In addition to student composition of schools, we also consider faculty [Dee, 2005]. The final retention decision is made by the school principal. We find a striking pattern whereby girls are substantially more likely to be retained due to exam failure at schools with a female principal. That said, because other (unobserved) characteristics of the school presumably vary by principal's characteristics (cf. student gender), we characterize this pattern as descriptive. Furthermore, because girls perform better on average than boys, the unconditional retention rates remain lower for girls than boys: girls score better on average and fewer girls fail (overall). This and the fact that relatively few students are retained in a given school each year may have obscured higher retention rates among girls who just fail.

2. Background

2.1. Literature Review

Previous papers have used regression discontinuity approaches to consider impacts of retention on subsequent outcomes, beginning with Jacob and Lefgren [2004]. Among third graders in Chicago public schools, Jacob and Lefgren [2004] found positive effects of retention

---

4 Two recent working papers using Florida records are discussed in Section 2.1.
and more mixed impacts among sixth graders. Jacob and Lefgren [2009] found that retention increased subsequent high school dropout rates. These findings are noteworthy as longer-term endpoints (like high school completion) might be more important endpoints for parents, students, and policy makers than shorter-term achievement. Because compliance rates are an order of magnitude higher in Chicago than in New York, there is a different scope for heterogeneity in compliance in Chicago's context compared to New York.

Mariano and Martorell [2013] follow Jacob and Lefgren [2004, 2009] and exploit test score cutoffs used in assignment to summer school and retention in New York City. Specifically, they consider 2004-2008 data on fifth graders failing proficiency exam in 2004-2006. They find modest positive effects of summer school on English achievement. They estimate cohort-over-cohort test score differences ("external drift") and subtract it from the RD estimates of retention (see 5.5 section). They find large and positive effects of grade retention on both Math and English. As in Jacob and Lefgren [2004, 2009], heterogeneity in compliance is not considered.

Student characteristics, however, might conceivably play a role by shaping interactions between teachers and students. Dee [2005] uses National Education Longitudinal Study of 1988 (NELS:88) to examine the role of demographic similarity between teachers and students on teachers' perceptions of students. Dee [2005] makes within-student comparisons of teachers' perceptions, taking advantage of the structure of NELS:88 data, which surveyed teachers in two different academic subjects, on their perceptions of individual students. Dee [2005] finds that teachers are more likely to have negative perceptions towards students who do not share the

---

5 41% of sixth-graders who failed to meet the promotion cutoff were retained in Chicago from 1993-1994 to 1998-1999 [Jacob and Lefgren, 2004].
same race/ethnicity and gender. His findings suggest that demographic characteristics of students such as gender and race/ethnicity may potentially matter for retention decisions as well, as they are partly based on teachers' evaluations of students.

Labelle and Figlio [2013] and Schwerdt et al. [2015] consider Florida's test-based promotion policy and evaluate various future outcomes. Labelle and Figlio [2013] stands out as most similar to our approach (we discovered their conference draft after conducting our analysis). Labelle and Figlio [2013] examine whether Florida's grade retention policy that mandated promotion to the fourth grade conditional on meeting a minimum standard in third grade reading was being implemented differently depending on maternal education (using matched educational data and birth records). They employ a regression discontinuity design, taking advantage of the score cutoff for determining retention, finding that students whose mothers have less than a high school degree are 20 percent more likely to be retained than students whose mothers have a bachelor's degree or more. Factors besides parental education, including eligibility for free school lunch and other dimensions of student performance, shape heterogeneity in compliance as well. They also estimate the effect of retention on future test scores instrumenting for grade retention with scoring below the promotion cutoff. They find that retention leads to short-term gains in test scores but that the gains fade out over time, consistent with Jacob and Lefgren [2009]. They find no evidence, however, that differential retention by maternal education has differential impacts on students' future test scores.

Labelle and Figlio [2013] additionally show that students are more likely to be retained if they are Black (9 percent increase), male (13 percent increase), have a foreign born mother (13 percent increase), and qualify for free or reduced-price lunch (9 percent increase). Within
subgroups categorized by student race, free or reduced-price lunch eligibility, and school characteristics, they still find a similar (but imprecise) pattern in retention probabilities by maternal education. Heterogeneity by student gender is not discussed. They attribute differential retention by maternal education to systematic differences in parental behavior in response to retention risk, although they cannot directly test this hypothesis.

Schwerdt et al. [2015] emphasize the impacts of test failure on retention and future outcomes. They attempt to address the endogeneity of the subsequent exam to retention and consider subsequent reading, Math test scores, and high school graduation. Short-term gains in both Math and reading fade over time. They also find no clear impact on graduation and little evidence of systematic heterogeneity by student and school characteristics. They also look at complier characteristics [Angrist and Pischke, 2009] and find that a complier is more likely to score level 1 in Math. Their conclusion is that early grade retention might be favorable (e.g. short-term gains and no detrimental effects), although long-term benefits are uncertain.

At present, there is no published work using regression discontinuity methods to consider heterogeneity in compliance with exam failure/passing. The magnitude of heterogeneity we find in New York City is substantially larger than that found in recent analyses of Florida students and manifests along additional dimensions, e.g. gender of student and principal.

2.2. Promotion Policy

In New York, students in grades 3-8 take the State Math and English Language Arts (ELA) tests each spring. The "scale score" is the number of correct answers converted into a vertically comparable score (comparable across grades). Scale scores are categorized into four
performance levels separately for Math and ELA: level 1 - not meeting State learning standards, level 2 - partially meeting State learning standards, level 3 - meeting State learning standards, and level 4 - exceeding State learning standards.

Scoring level 2 ("partially meeting" standards) in both tests essentially guarantees promotion, whereas students who score level 1 ("not meeting" standards) in either subject are at risk of being retained. The failure threshold for each subject varies by year and grade. Retention procedures are less formalized in New York than Florida, with New York having few explicit exemptions. That said, English Language Learners and students with disabilities who receive special education services are exempt from New York's stated promotion criteria. In our sample, 13% of students who failed to meet the promotion cutoff were retained. Thus, there is substantial scope for heterogeneity in compliance, driven predominantly by the "never takers".

3. Data

We analyze administrative data from the New York City public school system for the 2007-2008 to 2011-2012 academic years. Student-level panel data on New York State English Language Arts (ELA) and Mathematics scale scores are merged to demographic characteristics, including race, gender, free or reduced-price lunch eligibility, and age in months. Additionally, we observe students' weight, height, and BMI, measures further described in Almond, Lee, and Schwartz [2016]. Unique student identifiers allow us to track students over time as long as they stay in the New York City public school system. When the student's grade level in year \( t+1 \) is the same as

---

Empirically, however, we find that these groups of students were also affected by the policy and thus do not exclude them in our analysis. That said, our results are not sensitive to excluding them.
that in year $t$, we code the student as retained. 1,507,700 student records for grades 3-8 are available 2007-2012, and approximately 2% are retained. The retention rates in grades 3-8 have increased over time from 1% in 2007-2008 to 3% in 2010-2011. Over our analysis period, roughly 4% of students are ever retained.

Table 1 reports mean student characteristics for the whole sample (column 1), those who passed both tests but scored within 10 units of the cutoff (column 2), and those who failed to meet the promotion cutoff in either test and within 10 scale score units (column 3). Relative to the overall sample, students in this "retention window" are more likely to be Black or Hispanic, and less likely to be Asian or White. The proportion of female students is lower, and the proportion of students who are eligible for free or reduced-price lunch higher near the cutoff. 13% of students below the failure threshold were retained while 0.7% of those "just above" the threshold were retained.

4. Estimation

To assess heterogeneity in how standardized test scores are utilized, we exploit the jump in retention rates at the failure threshold in a regression discontinuity framework. We estimate the following equation both "pooled" and separately by student characteristics:

\[ Y_{igst+1} = \alpha_0 + \alpha_1 \cdot 1[X_{igst} < 0] + \alpha_2 \cdot X_{igst} + \alpha_3 \cdot 1[X_{igst} < 0] \cdot X_{igst} + \eta_{gst} + \epsilon_{igst} \]  \hspace{1cm} (1)

where \( i \) is individual, \( g \) is grade, \( s \) is subject, and \( t \) is year. \( Y \) is an indicator for whether the student is retained or not. \( X_{igst} \) is minimum of the Math and English test scores, re-centered to zero at their respective failure thresholds. We use this measure as the main running variable, since students are at risk of grade retention when they score level 1 in either Math or English test.
We fit a linear relationship between the scale score and the probability of retention, allowing for different slopes above and below the cutoff (consistent with our figures). We include year×grade×subject fixed effects, $\eta_{gst}$, to control for year-, grade-, and subject-specific cutoffs. We estimate equation (1) by OLS and report robust standard errors. We focus on the roughly 250,000 student observations within 10 scale score (approximately one third of a standard deviation for both Math and English) of the cutoff. In the tables, we report the RD estimate $\alpha_1$, which measures the size of the discontinuity at the failure threshold.

4.1. Discontinuities in Baseline Covariates?

Figure 1 shows histograms of the running variable both in the full sample (panel (a)) and within 10 scale score from the failure cutoff (panel (b)). We do not observe any heaping around the failure cutoff (normalized to 0). As there is no evidence of manipulation around the cutoff, we expect students to have similar characteristics above and below the cutoff. We summarize covariates by predicting the probability of retention using student gender, race/ethnicity, age in months, BMI, height, weight, free or reduced-price lunch eligibility, special education participation, and previous Math and English scale scores. Figure 2 compares this predicted

7 We do not cluster our standard errors at the running variable level since we found out that clustered standard errors from separate regressions are inconsistent with clustered standard errors from pooled regressions. In addition, Kolesár and Rothe [2016] argue that the convention of clustering standard errors on the running variable performs poorly in a regression discontinuity framework with a discrete running variable.

8 Dee et al. [2011] document evidence of manipulation of Regent's exam scores among New York City high school students, finding "roughly 3 to 5 percent of the exam scores that qualified for a high school diploma actually had performance below the state requirement". Key for us, they do not find any evidence of manipulation on the statewide Math and English exams given to students in grades 3-8. Likewise, we detect no evidence of manipulation among the proficiency exams taken prior to high school (i.e. grades 3-8).
probability of retention around the cutoff. There is no evidence of a discontinuity at the cutoff in
the full sample (panel (a)) nor separately for females (panel (b)) or for Black students (panel (c)).
The corresponding regression estimates of the discontinuities are precisely estimated zeros.

5. Results

Figure 3 summarizes the mean probability of retention for students near the cutoff. Consistent with stated school policy, the probability of retention drops discontinuously at the
cutoff. Moreover, the linear specification seems to fit the data well [Gelman and Imbens, 2014].
Table 2 reports the RD estimates from estimating equation (1) "pooled" and separately by
subgroup. Overall, failing to meet the promotion cutoff increases the probability of retention by
5 percentage points (column 1).

We are particularly interested in documenting whether exam failure has different
retention consequences by baseline characteristics. Panel A of Table 2 shows that Black students
are 3.4 percentage points more likely to be retained than White students, more than double the
White retention probability as induced by failure (2.9%). Hispanic students are around 2
percentage points more likely to be retained than non-Hispanic Whites, a 60% increase. Asians
are, if anything, are less likely to be retained than non-Hispanic White students when they fail to
meet the cutoff.

Girls are 1.2 percentage points (or 27%) more likely to be retained than boys failing the
exam (panel B of Table 2). The gender difference is statistically significant at the 0.01 level (p-
value = 0.005). This is intriguing since the overall retention rate in grades 3-8 is higher for boys
(2.1%) than for girls (1.7%). But when we examine the retention rates in a narrow window near
the failure threshold, we find the opposite: girls are more likely to be retained than boys. Additionally, we find that low performance on previous year's Math test increases the probability of retention (panel C in Table 2). Finally, those who are eligible for subsidized lunch are 1.3 percentage points more likely to be retained than those ineligible (panel D in Table 2).

Figure 4 presents these findings graphically. Panel (a) shows a large disparity in retention between Black and White students below the cutoff. Likewise, panel (b) shows the mean probability of retention is higher for Hispanics than for Whites, although the gap is smaller. Panel (c) shows that mean retention probabilities are similar between Asians and Whites. Panel (d) shows Blacks and Hispanics are roughly twice as likely to be retained than Asians and Whites when they fail. Panel (e) shows that girls are more likely to be retained than boys conditional on scoring identically below the cutoff. Below the threshold, the girl mean is above the boy mean at each scale score, but means are indistinguishable above the threshold. Additionally, we examine whether the probability of retention differs by age for grade, height for grade, and weight status category. We might expect students who are younger or smaller than their peers in the same grade are more likely to be retained, since they would potentially fit in better in their repeated grade (socially, physically, and academically). Parents might also be less likely to object to the retention decision if their child was a "close call" with respect to age at school entry cutoff. We also test whether students who are "too big to

---

9 Additionally, we examine whether the demographic heterogeneity we find disappears once we condition on previous test scores. We estimate separate regressions by student characteristics for each decile of previous test scores. We find that ethnicity and gender heterogeneity in retention probability generally persist across the distributions. This suggests that there are other factors driving the differential retention probabilities that are independent of previous academic performance.
fail" are in fact less likely to be retained. However, we find surprisingly little heterogeneity along these dimensions (Table 3).

Given the stark heterogeneity by ethnicity and gender, we consider interactions between these dimensions. The gender gap is especially large among Whites (5.9 percentage points versus 0.9 percentage points). For all ethnicity groups, we find that girls are more likely to be retained than boys.

5.1. Racial Composition of Schools

Here we explore the role of school-level differences in explaining heterogeneity. Retention policies and practices are shaped by principals and teachers, and thus may differ by school. Given pronounced residential sorting within New York City, Black students might disproportionately attend schools that more strictly adhere to a test-based promotion policy than schools White students attend. We examine whether the probability of retention due to exam failure differs between schools with different Black shares, dividing schools into three equal-sized groups by their proportion of Black students: low (mean 5%), middle (mean 24%), and high (mean 60%). The overall mean retention rate in grades 3-8 is higher in high share schools (2.8%) than low share schools (0.8%). Furthermore, predominantly Black schools tend to be high compliance schools, i.e. where discontinuity in retention rates is larger at the failure threshold. Thus school-level differences can "explain" (in a statistical sense) some of the individual differences in retention by race.

---

10 Exam failure increases retention probability by 3.6 percentage points in low share schools, by 4.4 percentage points in middle share schools, and by 6.5 percentage points in high share schools.
However, panel A of Table 4 shows that the Black-White gap in the probability of retention is much larger in schools with low share of Black students. At predominantly Black schools, we do not see a racial disparity in the effect of failing the exam. The difference in retention probability between Black and White students is only 0.7 percentage points, and it is not statistically significant. Panel B shows that these findings are not sensitive to including school fixed effects (nor would we expect them to be, as retention's predictors are and should be continuous at the cutoff). Thus, Black students are more likely to be retained within predominantly non-Black schools. To summarize, higher black retention rates are attributable to both school-level differences and differential responses to failure within predominantly non-Black schools. More generally, including school fixed effects indeed leaves our impact estimates essentially unchanged, including impact estimates by demographic subgroup.

5.2. Student-level Differences

Because students are not segregated by gender in New York City schools, gender heterogeneity in compliance cannot be driven by differences in school-level characteristics. We examine other observable student-level differences which may explain the gender gap. For instance, students who are more likely to be retained conditional on identical test scores might perform worse in other performance measures. This exercise is necessarily imperfect because we do not observe everything observed by teachers, principals, and parents. On the other hand, as researchers we do observe some key information unobserved by schools and parents: information on the future academic performance of students.

We compare average performance of girls and boys in baseline test scores, baseline
attendance rate, and future test scores. (We depart from usual regression discontinuity analyses by not interpreting the jump scores at the failure threshold.) As in previous studies, girls perform better than or as well as boys on average along these dimensions. Conditional on scoring identically on the baseline Math test in our retention window, girls also score better than boys on baseline English test, future Math test, and future English test. Moreover, they have similar slopes in the relationship between other test scores and baseline Math score as boys, implying that the predictive power of percentage points in middle share schools, and by 6.5 percentage points in high share schools. baseline test score is not different by gender (panel (a) of Figure 5). Panel (b) shows that the slope of Black students above the cutoff is also similar to that of White students. It remains a puzzle that girls are about 25% more likely to be retained when they fail compared to boys, and that this gender gap is especially large for Whites.

Additionally, we examine whether heterogeneity in short-run benefits of retention can explain higher retention of girls and minorities conditional on test score. As retained and promoted students take different tests in subsequent years, it is fundamentally difficult to compare future test scores below and above the threshold. We attempt to address this issue by comparing same-grade test scores both in the baseline grade (i.e. test scores in the baseline year for the promoted versus test scores in the following year for the retained) and one grade above (i.e. test scores in the following year for the promoted versus test scores two years later for the

11 The particular exam taken is determined by a student's year in school, so the exam taken changes discontinuously at the threshold due to retention. If one is willing to ignore that potential compositional effect, there is an apparent increase in short-run academic performance due to retention, as has been found in previous literature. See Section 5.5.

12 The relationship above the failure cutoff is easier to interpret because it is not affected by endogenous retention.
We find no obvious and robust heterogeneity in these future test scores, suggesting that it is unlikely that larger potential benefits on future performance for girls and minorities drive the differential retention decisions in the baseline.

5.3. Who Done It?

In this section, we focus on the role of principals. Teachers' perceptions of students can be based on their racial/ethnic and gender similarities to students [Dee, 2005]. Unfortunately, we do not observe the classroom to which students are assigned within grade and school (or the demographics of teachers). But according to the New York City Department of Education website:  

* Principals will review these portfolios in August and make a holistic promotion decision for each student. Superintendents will continue to review promotion appeals for cases in which a parent disagrees with the principal's decision.*

As the final retention decision is made by principals and superintendents, we utilize data on school principal demographics, which come from a single 2008 cross-section of roughly 1,400 schools. This yields a subsample of 19,421 student records within 10 scale score of the cutoff. We consider whether the gender gap in retention varies by principal's gender.

Table 5 shows that the female-male difference in retention probability is pronounced in schools with female principals, while it essentially disappears in male principal schools. This is consistent with the findings from Hanna and Linden [2012] (admittedly in a radically different context): "In fact, we observe the opposite, with discrimination against the low-caste children being driven by low-caste graders, and graders from the high-caste groups appearing not to discriminate at all even when controlling for the education and age of grader". On gender, we do
not know of an economics of education paper with a similar finding to ours. Bagues et al. [2015] argue that having women on faculty review committees in Italy and Spain, if anything, leads to fewer female faculty being promoted.

Additionally, we find that the Black-White gap in retention probability is large (11.3 percentage points versus 6.2 percentage points) in schools with White principals. The ethnicity gap disappears and is imprecisely estimated in Black principal schools, although this is partly due to the small number of White students in these schools. Because other (unobserved) characteristics of the school presumably vary by principal’s observed characteristics, however, we characterize this pattern as descriptive.

5.4. Statistical Discrimination

Can the canonical theory of statistical discrimination [Phelps. 1972; Arrow, 1973; Aigner and Cain, 1977] explain the heterogeneity we find? Through this lens, principals make the retention decision based on the current test score, $x$, which is a noisy signal for the true level of academic success in the next grade, $q$. That is, $x = q + u$ where $u \sim N(0, \delta_u^2)$. In addition, principals have formed expectations of academic success for different demographic groups from experience: $q_s \sim N(\bar{q}_s, \delta_{q,s}^2)$. Let $s = \{f, m\}$ denote the gender group. Then, the expected academic success of a student with test score $x$ and gender $s$ can be written as $\alpha_s x + (1 - \alpha_s) \bar{q}_s$, where $\alpha_s = \frac{\delta_{q,s}^2}{\delta_{q,s}^2 + \delta_u^2}$. (Since the signal $s$ may be more informative for one group than another, we let $\delta_u^2$ to vary across groups and denote it as $\delta_{u,s}^2$.) Intuitively, if the observed signal is noisy, $\alpha_s$ goes down and thus principals would put more weight on group mean and less weight on the
observed signal. The female-male difference in the expected academic success conditional on scoring identically $x = k$ on the current test is:

$$E(q|x = k, s = f) - E(q|x = k, s = m) = (\alpha_f k + (1 - \alpha_f)\bar{q}_f) - (\alpha_m k + (1 - \alpha_m)\bar{q}_m)$$

If we assume that there is no difference in group mean, $\bar{q}_f = \bar{q}_m = \bar{q}$, the above equation reduces to $(\alpha_f - \alpha_m)(k - \bar{q})$. Therefore, if the current test score is a noisier measure for boys than for girls (i.e. $\alpha_f > \alpha_m$), the female-male difference in the expected academic success is negative for below average students ($k < \bar{q}$).

Turning to our data, we assume that principals have formed expectations of group performance based on previous year’s Math test score and observe current year’s Math test score. In our full sample, previous year’s Math test score is slightly higher on average ($\bar{q}_f = 681.7$ and $\bar{q}_m = 680.7$) and more precise ($\delta^2_{q,f} = 33.5^2$ and $\delta^2_{q,m} = 34.6^2$) for girls. In addition, the current Math test score is noisier for boys ($\delta^2_{u,f} = 31.9^2$ and $\delta^2_{u,m} = 32.8^2$). Using these estimates, $E(q|x = k, s = f) - E(q|x = k, s = m) = -0.002k + 1.998$. Evaluating this at the mean current Math test score below the cutoff $x = 637.4$, we find that the female-male difference is small and rather positive ($-0.002(637.4) + 1.998 = 0.7$). In this simple framework, the signal for boys is not noisy enough for our findings to be consistent with statistical discrimination.

5.5. BMI Impacts?

As in previous econometric studies of retention, considering the causal effects on subsequent academic performance is not straight-forward even with a valid instrument for retention. This is because the grade level of the exam students take in subsequent year is
endogenous to retention decision. Therefore, it is difficult to distinguish the endogenous "exam taken" effect from the effect of retention on academic performance. We do not have a "silver bullet" solution to this problem.\textsuperscript{13}

However, BMI testing does not vary by grade, and thus its evaluation is not compromised by endogenous retention. Moreover, as BMI percentiles vary by age in months and age itself is unaffected by retention, BMI percentiles are comparable for retained versus non-retained students. Furthermore, we observe BMI for all students, and have sufficient power to consider biometric impacts. Following a health economics literature on peer effects in BMI [Halliday and Kwak, 2009], timing of puberty and its responsiveness to social/environmental factors [Bharadwaj and Cullen [2013], we test whether the higher probability of retention due to exam failure affects BMI in the following year. We instrument for retention with scoring below the failure threshold and estimate the effect of retention on next year BMI using 2SLS. Table 6 shows that retention due to exam failure does not have a statistically significant impact on next year BMI, although point estimates indicate that grade retention might lower BMI relative to promoted peers. We conclude the peer effect on BMI is not large in our compliant sub-population, although our 2SLS estimates are somewhat imprecise.

5.6. Complier Characteristics

In this section, we take a more systematic approach to describing heterogeneity in compliance to the retention policy. The LATE theorem states that if treatment effects are

\textsuperscript{13} Mariano and Martorell [2013] address the endogeneity by estimating "external drift", which we do not pursue here.
heterogeneous, an instrument captures the causal effect for the sub-population of compliers (in our application, those who are retained as a result of exam failure). While it is not possible to identify individual compliers, it is possible to describe the distribution of complier characteristics. We estimate compliers' mean observable characteristics following Angrist and Pischke [2009], Almond and Doyle [2011].

Table 7 shows that mean characteristics in fact vary substantially across different samples. Compliers are less likely to be Asian or White, while they are much more likely to be Black (49%) compared to those both in our retention window (38%) and in the full sample (31%). Insofar as race is concerned, compliance appears more selective than does scoring near the threshold. Turning to income, scoring near the threshold increases the share receiving a reduced-price lunch from 86 to 93%, while compliers are "only" 95% poor. Thus, performance on the test is more strongly related to income rather than how the test is used. Turning to gender, compliers are on average 48% female, versus 46% in our retention window (and 50% overall). The fraction obese is remarkably similar across these subgroups.

6. Discussion

The process by which retention decisions are made is often opaque despite utilization of standardized test scores and common thresholds. There is little systematic evidence on this "black box". We find both the magnitude and nature of this heterogeneity surprising. Why are

14 Curiously, seven years after Angrist and Pischke [2009] recounted a straight-forward approach to describe compliers, empirical economists seldom do. Recent methodological contributions in Angrist and Fernández-Val [2013], Dehejia et al. [2015], and Kowalski [2016] are notable exceptions.
younger students not more likely to be retained conditional on their exam score? In contrast, both race and gender help predict retention conditional on the baseline test score. Compliance with proficiency exams in New York City is thus selective. We find these descriptive patterns interesting per se and invite additional research on whether retention decisions are “fair”. Are girls and minorities over-retained? The need for such work is underscored by previous research (from other contexts where students can be tracked for longer time periods) that there may be long-term impacts on marginally-retained students [Jacob and Lefgren, 2009]. Such outcomes may be more important than the shorter-term benefits students show somewhat mechanically from repeating material they have seen in the previous year. Thus, it is not merely the case that the retention decision is perceived at the time as momentous by parents and students.
References


Prashant Bharadwaj and Julie Berry Cullen. Coming of age: Timing of adolescence and gender identity formation. (Preliminary and incomplete. Do not cite without permission), September 2013.


Figure 1: Distribution of the running variable

*Notes:* The running variable is minimum of the Math and English test scores re-centered to zero at their own failure thresholds.

Figure 2: Predicted probability of retention

*Notes:* We estimate the predicted probability of retention using gender, race/ethnicity, age in months, BMI, height, weight, free or reduced-price lunch eligibility, special education participation, and previous Math and English scale scores. Each circle plots mean predicted probability of retention within each one scale score bin. The size of the circle depends on the number of observations in each bin. Lines are the fitted values from a regressions of the predicted probability on the exam failure dummy, allowing for different slopes above and below the cutoff.

Figure 3: Probability of retention

*Notes:* Each circle plots mean probability of retention within each one scale score bin. The size of the circle depends on the number of observations in each bin. Lines are the fitted values from a regressions of a retention dummy on the exam failure dummy, allowing for different slopes above and below the cutoff.
Figure 4: Heterogeneity in compliance

Notes: Each circle (or triangle) plots mean probability of retention within each one scale score bin. The size of the circle (or triangle) depends on the number of observations in each bin. Lines are the fitted values from a regression of a retention dummy on the exam failure dummy, allowing for different slopes above and below the cutoff. We divide each grade into three equal-sized groups based on age in months for grade. Panel (f) compares the youngest group with the oldest group.
Figure 5: Next year Math scale score

Notes: We use the re-centered baseline Math test score conditional on passing English as the running variable. Each circle (or triangle) plots mean Math test scores in the subsequent year within each one scale score bin. The size of the circle (or triangle) depends on the number of observations in each bin. Lines are the fitted values from a regressions of next year Math test score on the exam failure dummy, allowing for different slopes above and below the cutoff.

Table 1: Summary statistics

<table>
<thead>
<tr>
<th></th>
<th>Retention window</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>All</td>
</tr>
<tr>
<td>Asian</td>
<td>0.154</td>
</tr>
<tr>
<td>Black</td>
<td>0.307</td>
</tr>
<tr>
<td>Hispanic</td>
<td>0.394</td>
</tr>
<tr>
<td>White</td>
<td>0.142</td>
</tr>
<tr>
<td>Female</td>
<td>0.500</td>
</tr>
<tr>
<td>Free or reduced-price lunch</td>
<td>0.860</td>
</tr>
<tr>
<td>Age in months</td>
<td>133.1</td>
</tr>
<tr>
<td>Weight (lbs)</td>
<td>101.2</td>
</tr>
<tr>
<td>Height (inches)</td>
<td>58.2</td>
</tr>
<tr>
<td>Math level 1</td>
<td>0.049</td>
</tr>
<tr>
<td>Math level 2</td>
<td>0.245</td>
</tr>
<tr>
<td>Math level 3</td>
<td>0.461</td>
</tr>
<tr>
<td>Math level 4</td>
<td>0.245</td>
</tr>
<tr>
<td>English level 1</td>
<td>0.074</td>
</tr>
<tr>
<td>English level 2</td>
<td>0.370</td>
</tr>
<tr>
<td>English level 3</td>
<td>0.304</td>
</tr>
<tr>
<td>English level 4</td>
<td>0.053</td>
</tr>
<tr>
<td>Retention</td>
<td>0.018</td>
</tr>
<tr>
<td>N</td>
<td>1,907,700</td>
</tr>
</tbody>
</table>

Notes: Retention window indicates 10 scale score above and below the failure threshold.
Table 2: Effect of exam failure on the probability of retention

<table>
<thead>
<tr>
<th></th>
<th>A. Ethnicity</th>
<th>B. Gender</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>All</td>
<td>Asian</td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.050***</td>
<td>0.021***</td>
</tr>
<tr>
<td></td>
<td>(0.002)</td>
<td>(0.006)</td>
</tr>
<tr>
<td>Observations</td>
<td>245,590</td>
<td>18,636</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.128</td>
<td>0.080</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.007</td>
<td>0.004</td>
</tr>
<tr>
<td>C. Previous Math test score</td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>Low</td>
<td>Middle</td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.092***</td>
<td>0.049***</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.005)</td>
</tr>
<tr>
<td>Observations</td>
<td>55,800</td>
<td>53,863</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.157</td>
<td>0.133</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.010</td>
<td>0.007</td>
</tr>
</tbody>
</table>

Notes: Each column reports the estimated discontinuity in the probability of retention for different subsamples. We assume linear relationship between the retention probability and test scores, and allow for different slopes above and below the threshold. We control for year×grade×subject fixed effects. Robust standard errors are in the parentheses. In panel C, we divide the sample into three equal-sized groups based on last year’s Math scale score. Subsidized lunch in panel D indicates free or reduced-price lunch eligibility.

Table 3: Effect of exam failure on the probability of retention

<table>
<thead>
<tr>
<th></th>
<th>A. Age for grade</th>
<th>B. Height for grade</th>
<th>C. Weight status</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Young Old</td>
<td>Short Tall</td>
<td>Underweight Healthy Overweight Obese</td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.047***</td>
<td>0.047***</td>
<td>0.047***</td>
</tr>
<tr>
<td></td>
<td>(0.004)</td>
<td>(0.004)</td>
<td>(0.004)</td>
</tr>
<tr>
<td>Observations</td>
<td>60,864</td>
<td>105,338</td>
<td>78,424</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.133</td>
<td>0.129</td>
<td>0.130</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.005</td>
<td>0.005</td>
<td>0.005</td>
</tr>
</tbody>
</table>

Notes: Each column reports the estimated discontinuity in the probability of retention for different subsamples. We assume linear relationship between the retention probability and test scores, and allow for different slopes above and below the threshold. We control for year×grade×subject fixed effects. We divide each grade into three equal-sized groups based on age in months for grade (panel A) and height for grade (panel B). Each student’s body mass index (BMI) is classified to be underweight, healthy, overweight, and obese based on age- and sex-specific BMI cutoffs from Centers for Disease Control.

Table 4: Heterogeneity by school’s proportion of Black students

<table>
<thead>
<tr>
<th></th>
<th>Low (mean=5%)</th>
<th>High (mean=65%)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Asian Black</td>
<td>Hispanic White</td>
</tr>
<tr>
<td>A. Without school fixed effects</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.027***</td>
<td>0.055***</td>
</tr>
<tr>
<td></td>
<td>(0.008)</td>
<td>(0.017)</td>
</tr>
<tr>
<td>Observations</td>
<td>11,475</td>
<td>4,133</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.069</td>
<td>0.123</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.033</td>
<td>0.008</td>
</tr>
<tr>
<td>B. With school fixed effects</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.026***</td>
<td>0.058***</td>
</tr>
<tr>
<td></td>
<td>(0.008)</td>
<td>(0.017)</td>
</tr>
<tr>
<td>Observations</td>
<td>11,475</td>
<td>4,133</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.069</td>
<td>0.123</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.033</td>
<td>0.008</td>
</tr>
</tbody>
</table>

Notes: We divide schools into three equal-sized groups by school’s proportion of Black students. The mean proportion of Black students is 5% in low share schools. It is 60% in high share schools. Each column reports the estimated discontinuity in the probability of retention for different race/ethnicity groups. We assume linear relationship between the retention probability and test scores, and allow for different slopes above and below the threshold. We control for year×grade×subject fixed effects. Robust standard errors are in the parentheses.
Table 5: Gender heterogeneity in retention probability by principal’s gender

<table>
<thead>
<tr>
<th></th>
<th>Female principal</th>
<th>Male principal</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Female</td>
<td>Male</td>
</tr>
<tr>
<td>Below cutoff</td>
<td>0.133***</td>
<td>0.081***</td>
</tr>
<tr>
<td></td>
<td>(0.017)</td>
<td>(0.015)</td>
</tr>
<tr>
<td>Observations</td>
<td>6,481</td>
<td>7,188</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>0.133</td>
<td>0.123</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>0.005</td>
<td>0.006</td>
</tr>
</tbody>
</table>

Notes: We utilize data on principal gender from 2007-2008. First two columns compare the estimated discontinuity in the probability of retention by student gender in schools with a female principal. Last two columns examine heterogeneity by student gender in schools with a male principal. We assume linear relationship between the retention probability and test scores, and allow for different slopes above and below the threshold. We control for year x grade x subject fixed effects. Robust standard errors are in the parentheses.

Table 6: Effect of retention on next year BMI

<table>
<thead>
<tr>
<th></th>
<th>By ethnicity</th>
<th>By gender</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>All</td>
<td>Asian</td>
</tr>
<tr>
<td>Retention</td>
<td>-0.413</td>
<td>-0.143</td>
</tr>
<tr>
<td></td>
<td>(0.956)</td>
<td>(1.283)</td>
</tr>
<tr>
<td>Observations</td>
<td>208,916</td>
<td>17,171</td>
</tr>
<tr>
<td>Mean below cutoff</td>
<td>21.6</td>
<td>20.1</td>
</tr>
<tr>
<td>Mean above cutoff</td>
<td>21.8</td>
<td>21.0</td>
</tr>
</tbody>
</table>

Notes: Each column reports the estimated effect of retention on next year BMI for different subsamples. We instrument for retention with scoring below the failure threshold and estimate the effect of retention on next year BMI using 2SLS. We assume linear relationship between next year BMI and test scores, and allow for different slopes above and below the threshold. We control for year x grade x subject fixed effects. Robust standard errors are in the parentheses.

Table 7: Mean characteristics

<table>
<thead>
<tr>
<th>Characteristic</th>
<th>Compliance</th>
<th>Retention window</th>
<th>All</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>E(X</td>
<td>Dh = 1, D0 = 0)</td>
<td>(N=245,590)</td>
</tr>
<tr>
<td>Asian</td>
<td>0.043</td>
<td>0.076</td>
<td>0.154</td>
</tr>
<tr>
<td>Black</td>
<td>0.492</td>
<td>0.380</td>
<td>0.307</td>
</tr>
<tr>
<td>Hispanic</td>
<td>0.428</td>
<td>0.474</td>
<td>0.394</td>
</tr>
<tr>
<td>White</td>
<td>0.033</td>
<td>0.067</td>
<td>0.142</td>
</tr>
<tr>
<td>Female</td>
<td>0.482</td>
<td>0.461</td>
<td>0.501</td>
</tr>
<tr>
<td>Free or reduced-price lunch</td>
<td>0.950</td>
<td>0.933</td>
<td>0.980</td>
</tr>
<tr>
<td>Age in months</td>
<td>135.2</td>
<td>134.9</td>
<td>133.1</td>
</tr>
<tr>
<td>Weight (lb)</td>
<td>106.1</td>
<td>104.9</td>
<td>101.2</td>
</tr>
<tr>
<td>Height (inches)</td>
<td>58.5</td>
<td>58.5</td>
<td>58.2</td>
</tr>
<tr>
<td>Obese</td>
<td>0.338</td>
<td>0.345</td>
<td>0.332</td>
</tr>
</tbody>
</table>

Notes: First column summarizes mean characteristics of compliers following Angrist and Pischke (2009), Almond and Doyle (2011).